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PRODUCTION ML LIFECYCLE
	Data
Ingest · ETL
	▶
	Features
Pipelines
	▶
	Train
Experiments
	▶
	Deploy
CI/CD
	▶
	Monitor
Drift · Alerts



Data scientist who lives where modeling meets production. Six years building and shipping ML systems end-to-end — feature pipelines, training infrastructure, and the MLOps that keeps models healthy in prod. I care as much about reproducibility and monitoring as about model accuracy.
Technical Stack
	LANGUAGES
	Python · SQL · Go · Bash

	ML / MODELING
	scikit-learn · PyTorch · XGBoost · LightGBM

	MLOPS
	MLflow · Airflow · Kubeflow · Docker · Kubernetes

	DATA / CLOUD
	Spark · Kafka · Snowflake · AWS · GCP


Experience
	Machine Learning Engineer
	2020 — Present


Zillow — Seattle, WA
1. Built and own the feature store and training pipelines (Airflow + MLflow) behind the Zestimate.
1. Deployed models on Kubernetes with automated retraining, drift detection, and rollback.
1. Cut model deployment time from 2 weeks to 1 day with a standardized CI/CD template.

	Data Scientist
	2018 — 2020


Expedia — Seattle, WA
1. Built ranking and recommendation models served at scale via Spark and Kafka.
1. Instrumented monitoring that caught feature drift before it hit revenue.

	Data Analyst → DS
	2016 — 2018


Nordstrom — Seattle, WA
1. Moved from analytics to modeling; built the team's first churn model in scikit-learn.

	EDUCATION
M.S., Computer Science — University of Washington · B.S., Math
	CERTIFICATIONS
AWS ML Specialty · TensorFlow Developer · CKA (Kubernetes)


